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Abstract 

This paper gives an overview on previous work related 

to conversational agents and speech recognition at the 

Mobile Life Centre and outlines two project, to start in 

2017, on conversation in interaction in collaboration 

with Microsoft Research Cambridge and on wider 

ambient audio processing as input to systems and 

services  
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Introduction 

The Human-Computer Interaction of speech based 

systems in recent years has been advancing more 

slowly than the speech recognition and audio feature 

extraction upon which it relies. Significant steps 

forward in recent years, through the deployment of 

new recognition and modelling techniques, have yet to 

be fully embraced in the interaction with users. 

Commercial and academic speech responsive agents 

[3,5,11] while technologically impressive, have focused 

almost entirely on systems that use dialog-based 

models of interaction with users. Speech agent 

technologies often have restricted, task related 

language models, or lead users through relatively 

narrow sequences of interaction. This should not be 

seen as a problem of speech recognition but as the 

challenge of understanding meaning in context, 

producing appropriate responses, and designing 

systems which combine both linguistic and technical 

understanding [10]. While microphone equipped 

devices such as mobile phones are surrounded by 

spontaneous person-to-person talk and ambient 

environment audio, this is seldom drawn upon to guide 

systems. This audio is much less constrained than 

dialogic speech directed at a device, and consequently, 

extremely challenging to recognise and model, however 

it offers a rich potential resource for system input and 
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human computer interaction that has been almost 

entirely neglected.  

Previous Work 

In earlier work we explored how constant, always-on 

audio sampling [7] could be fed into recognition 

algorithms. We used this to explore a subtler means of 

interaction – speech recognition from continual, in the 

background, audio recording of conversations. We 

called this the ‘continuous speech stream’ and explored 

how it could be repurposed as user input. We analysed 

ten days of recorded audio from our participants, 

alongside corresponding interviews, to explore how 

systems might make use of extracts from this stream. 

With this 74 hours of ambient audio and through 

transcribing the conversations, we produced an initial 

corpus of ‘ambient audio’. Rather than containing 

directly actionable items, our data suggests that the 

continuous speech stream is a rich resource for 

identifying users’ next actions, along with the interests 

and dispositions of those being recorded. Through 

design workshops we explored new interactions using 

the speech stream, and describe concepts for 

individual, shared and distributed use. 

Following this work we explored the impact to home, 

work, and civil life from the deployment of continuous 

listening services [6]. We reported the concerns 

expressed by our participants on being misrepresented 

by their speech, unintentionally sharing sensitive data, 

and being unable to curate their presentation of self.  

We offered an initial set of recommendations for the 

design, testing, and deployment of IoT based services 

built on such rich, personal data. 

Conversation Analysis and Speech Agents  

The proposed research in this project will expand on 

this previous work by drawing more extensively on 

pragmatics – the study of what is spoken when, where 

and why – with sociology to explore how ordinary 

activity action and talk is structured. In collaboration 

with Microsoft Research we will follow the approach that 

was pioneered in the 1980s “Sundial” project [8], which 

was one of the first projects to made use of 

conversation analysis to better design speech dialogue 

systems – in that case telephone help systems. While 

the level of speech recognition, and system 

representation of behaviour were at that time relatively 

crude this project made it clear that conversation 

analysis, and pragmatics more generally, could be used 

to better design speech interfaces and agent 

technology more broadly.   

In particular, the work in this project will look at more 

complex representations of activity and action that go 

beyond simple triggering of activity or a dialogic 

interaction model with intelligent agents. Many current 

agent technologies work with speech as an extension of 

commands. Yet to create a truly listening system a 

system should also seek to model users' aims, 

activities, and even worldviews. Conversation analysis 

will be an important resource in that it is a research 

field that has extensively documented the higher order 

structures that take place in conversation – such as 

three part lists, adjacency, insertion sequences and so 

on [2,9].   

While there is considerable opportunity to transfer 

knowledge from conversation analysis to the 

representations in interactive systems, this is by no 

means an easy process, nor is the modelling of 

conversation strictly comparable with more sociological 



 

descriptions and understandings of activity. However, 

learning from criticisms raised of the original sundial 

project, this project will take a more opportunistic 

approach – identify conversationally linked activities by 

lists in conversation, or understanding pre-closing 

sequences, for example. We will also seek to move 

beyond talk to understanding and modelling user 

activity more broadly, making use of video streams and 

other sensor data. Again, we are hopefully that 

sociological understandings of action will inform these 

technological efforts. 

Implicit & Ambient Interaction Project 

Along with speech we are also hopeful of the potential 

to recognise non-speech audio, such as laughter, 

movement and transport audio, footsteps, activities 

(such as eating), music and broadcast audio, and other 

related environmental sounds [1,4]. Recognition of 

utterances and sounds will then feed into more 

sophisticated activity and environment modelling, 

potentially supporting new types of system inference. 

Our goal here will be to develop systems that can 

model users from streams of ambient audio. These 

could, for example, track proper place names spoken, 

names of colleagues and friends, detect routines of 

transport use, detect shop and retail interactions, or 

infer location from air-conditioning and other ambient 

audio. 

Combining models of ambient audio, with sociological 

understandings of talk and action, the main outputs of 

the project will be to return to our expertise in human 

computer interaction. We aim to explore new designs of 

interactive systems that draw upon ambient audio – so 

as to pre-empt user requests, understand queries more 

quickly, or carry out background actions based on 

longer term understandings of users’ activity. This will 

involve designing new ways in which ambient audio can 

influence current system functioning, but also 

experimenting with dialogue speech systems that draw 

upon inferences about users’ intent, as well as drawing 

on ambient audio in the recognition task more broadly. 

We are hopeful this offers considerable potential – for 

example, systems could provide background 

information on ambient displays based on ambient 

office conversation; or collaborative models of 

sentiment across groups, workplaces or even countries. 

The development, deployment, and testing of such 

systems will allow us to gain insights not only into their 

accuracy and efficacy, but also their integration and 

impact on the lived lives of those who choose to be 

instrumented by these systems – allowing us also to 

address with and reflect on the important privacy 

issues such systems might raise. 

Conclusion 

Building on work looking at the possibilities of 

continuously listening services we have two upcoming 

projects on speech and audio agents. These projects 

both start in April 2017, and this workshop offers the 

opportunity to shape their research and build lasting 

collaborations from the outset.   
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