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Abstract 
This extended abstract presents a vision for 
development of automated coaching agents that seek 
to maximize user opportunities for personal connection, 
contribution, and growth in online communities of 
practice In particular, the goal is to develop a new 
genre of decision support technology couched within 
social learning theories that guides participants in their 

journey from peripheral to core participation.  The 
technical goal is to develop technology for data-driven, 
personalized guides in the form of conversational 
computer agents that interact with users through 
speech or text, as appropriate for a user’s context.  The 
automated guide first maps the decision space marked 
out by the data traces of individuals who have already 
navigated that space with varying levels of success.  It 
then takes advantage of opportunities to interact with 
users to expose them to opportunities they would not 
have known to ask for, to aid in narrowing down to 
attractive opportunities, and to support them in 
following up. It communicates with users while on the 
go through mobile devices, and while stationary 
through laptop or desktop computers.  
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Introduction 
The Internet offers a plethora of opportunities for 
learning, work, and social engagement.  A wealth of 
insight and information are available through search 
interfaces if one knows what to ask and how to ask.  
However, a person making a life change may lack this 
clear vision, since they are entering a new community 
where they do not yet know the language.  Production 
communities, interest based hobby communities, and 
large scale online education communities can in 
principle provide opportunities for mentoring, role 
modeling, and expertise transfer among participants, 
but only if those who would benefit can find them.   

On the other hand, learning and development are an 
important part of existing, thriving online communities 
where social interaction is in abundance.  Large open 
source communities such as Drupal and Mozilla include 
mini-courses as part of their onboarding efforts.  
GitHub developers learn through watching projects and 
other developers [2] while information exchange 
happens in related online communities such as Stack 
Exchange and Reddit. And members of online hobby 
communities such as Ravelry interact in these ways, 
which would be valuable in online learning contexts 
designed for formal learning but rarely occur in those 
contexts [10,11].  Prompted by their common passion, 
participants in hobby communities work together on 
ideas, challenging each other to consider problems 
from multiple angles, and offering needed advice as 
they learn together.  Though momentum towards 
informal learning and growth exists in these contexts, it 
exists in an unguided and potentially unruly way, in the 
absence of assessment, scaffolding, and sequencing of 
learning objectives.  As these communities grow, new 
participants struggle with navigating unfamiliar new 

concepts, finding mentors and getting feedback on their 
work [6]. 

From another angle, the phenomenon of Massive Open 
Online Courses (MOOCs) have promised to offer 
educational opportunities to the masses in a new form 
of temporary online community focused on specific 
curricular goals.  This explicit structuring addresses 
some issues with informal learning in online spaces just 
outlined.  Nevertheless, despite superficial similarities 
between MOOCs and other types of online 
communities, affordances for social interaction included 
in typical MOOCs have been regarded as an 
afterthought, and the typical experience of MOOC 
learners has been solitary.  Despite demonstrations 
that social interaction enhances commitment in MOOCs 
[3,9] just as it does in other forms of online 
communities [12], and despite early indications that 
team based learning in MOOCs can be successful [13], 
attempts to build ongoing, growing learning 
communities have not been successfully realized in 
formal learning [7]. 

In our work in progress, we seek to understand how to 
leverage what is positive in each of these two worlds 
while avoiding the pitfalls.  In contrast to efforts to 
bring community to existing paradigms for formal 
learning, this proposal seeks to understand how to 
bring support for learning, growth, and assessment to 
existing online communities that have been a context 
where informal learning is already occurring but 
arguably could be made more effective if the existing 
momentum could be harnessed and guided.  The 
guidance provides needed structuring and support to 
increase effectiveness and efficiency by channeling the 
energy through paths forged by the behavior traces of 



 

successful individuals who have navigated the space in 
the past. 

A key challenge is in providing guidance through 
interaction that scaffolds the user’s journey from 
exposure into more active opportunity seeking and 
appropriation of resources.   

Motivating Scenarios 
The scenarios below illustrate both the need for and 
potential positive impact of the proposed guidance and 
technical challenges: 

Imagine Luciana, a systems analyst with an AA degree 
from her local community college.  Luciana knows 
software engineers make substantially more money, 
and she has some experience with computer 
programming.  She can’t afford to quit her job and go 
back to school.  But if she could gain some additional 
skills and experience on the side, she believes she 
might get a lucky break or might be able to more 
efficiently complete a degree later and then get a better 
job.  She knows that there are online learning 
resources in a variety of online platforms, and she 
knows there are opportunities on GitHub for 
involvement in projects. With either of these activities, 
she knows she could gain experience that she doesn’t 
have the opportunity to get on her job. But she’s not 
sure where to start: she doesn’t know how to find the 
opportunities that exist at websites like HackerRank or 
HackerEarth, where she can get both instruction and 
the opportunity to practice and demonstrate her skills 
in communities like Drupal or Mozilla. More savvy 
programmers use opportunities like these to build their 
profile and ultimately get hired. But Luciana has not 
been exposed to this world of strategies, and does not 

know to ask about upcoming hackathons or active 
discussions in a large open source community.  As she 
peruses job ads, she sees many unfamiliar technologies 
like Hybernate, Scala, and Haskell, but she doesn’t 
know which are more or less strategic to learn, nor 
which would be harder or easier.  And when she asks in 
an online forum, the unuseful answer she gets is “it 
depends,” since the people she comes in contact with 
represent so many diverse backgrounds and long term 
goals. 

Now imagine Una Beth, a nurse practitioner with two 
school-aged children who was recently diagnosed with 
stage 4 breast cancer.   Due to her serious condition, 
she will be home on disability for at least six months, 
with a chance of never being able to return to the 
workforce.  She has enjoyed knitting since she was 
child, but never took the fiber arts seriously as an 
avocation. Now she realizes that this could provide her 
with personal challenge and development, social 
support, and potentially even extra income.  As she 
peruses discussions on Ravelry, she begins to see a 
new world open: tens of thousands of groups, each 
specializing in some focused objective or skill: 
preparing raw fleeces of luxury fiber or dying 
commercially produced yarn with natural dyes. Each 
group has its own vocabulary, including potentially 
unknown terms like micron ratings or staple length.  
Among the participants are representatives of cottage 
industries related to raising animals, fiber preparation, 
spinning, or felting. For Una Beth, finding her place is 
challenging.  She wonders if she might make some 
money on the side, join an online knitting challenge, or 
compete in some festival exhibition event.  However, 
though these activities appear deceptively simple, there 
is a large gap between hobbyists in the community 



 

dabbling for personal enjoyment and the artists and 
serious business owners they interact socially with in 
that context who are in the community doing what it 
takes to make a profit or win a prize. Una Beth’s first 
attempts to ask for guidance are met, like Luciana’s, 
with an unhelpful “it depends.” 

Our proposed solution will be embodied within a three 
stage Community of Practice onboarding process with 
the following key stages, namely: Getting Started, 
Mentoring, and Community Building.  This progression 
structures the four years of proposed work we will 
detail later in the proposal.  Getting started in an online 
community is a well-known difficult step for newcomers 
(Kraut et al., 2012), including newcomers to a skill 
area, newcomers to an online platform, and newcomers 
to a community role or developmental stage.  As a 
testimony to the challenges of newcomers, the great 
majority of individuals who enter an online community 
participate only once and never return.  Prior work has 
uncovered some typical struggles that newcomers face, 
and build an empirical foundation for design principles 
to meet the needs of newcomers.  Nevertheless, issues 
remain, among which are supporting optimal navigation 
to appropriate and attractive opportunities for 
involvement.  For example, an Intelligent Coach might 
aid Luciana in finding projects where the initial 
involvement of someone with her skills could be 
valuable, and where she would have the opportunity to 
observe the work of developers with more expertise. 
Or, an Intelligent Coach might aid Una Beth in finding a 
way she can contribute to a cancer charity using the 
knitting skills she already has — while at the same time 
coming into contact with people who have a similar 
condition and understand her. 

Later on, as Luciana and Una Beth each get engaged in 
their respective communities, further guidance and 
support may be needed along the way in the face of 
discouragement, waning motivation, or cross-roads at 
transitions between developmental stages.  The 
Intelligent Coach might bring them into contact with 
more senior community members who might offer 
mentoring and support along the way, especially at 
these key points such as alerting Luciana to upcoming 
Hackathons that are at her skill level or exposing Una 
Beth to active communities on Ravelry that offer her 
the opportunity to interact with others experiencing a 
similar cancer treatment stage while experimenting 
with challenges in knitting that require her to learn new 
skills, such as creative design of fashionable caps for 
cancer victims by applying color theory to achieve 
interesting gradients.   

Once on a path towards core participation, Luciana and 
Una Beth may eventually take on those mentorship 
roles themselves.  Their continued participation can 
then contribute to building up the communities 
themselves.  So, the involvement of the Intelligent 
Coach along the way supports a productive trajectory 
of growth, not only at the individual level, but also at 
the level of whole communities as they grow and 
evolve in symbiosis.  For example, as Luciana begins to 
take on leadership roles in projects on GitHub, she may 
be in a position to run her own Hackathon on 
HackerRank in order to draw in new human resources 
to a project she is involved in.  Similarly, Una Beth may 
start her own group on Ravelry where she may propose 
Knit Alongs where others may use patterns from the 
designs she has created in order to engage others in 
efforts for the greater good, like committing to knit a 
hat a month.  The Intelligent Coach interacts with 



 

Luciana and Una Beth to expose them to opportunities, 
prompting them to reflect and plan and then ultimately 
to get involved.  However, both Luciana and Una Beth 
have a lot on their respective plates: jobs, family, 
doctor’s appointments, and other 
commitments.  Finding time to be actively engaged in 
considering opportunities, reflecting, and planning 
takes time they don’t have in abundance.  So, in order 
to be effective, the Intelligent Coach must be able to 
creatively find opportunities to intermittently engage 
Luciana and Una Beth in these activities.  Thus, an 
important part of the design of a Coach is that it must 
be agile in terms of methods for engaging the attention 
of its users in the midst of busy modern lives. To 
address this problem, we propose an agent that is 
adaptable across four types of settings a user may 
move between. 

Adaptation across contexts 
The vision is for a coaching agent that is able to take 
advantage of the intermittent time for interaction that 
users experience in different context throughout their 
day.  Depending on the level of engagement with the 
user’s other tasks, the agent will adopt either a more 
foreground or more background style of interaction. 
Lighter interactions while the user is engaged in other 
tasks will be used to narrow the space of opportunities 
to follow up on, and when the user is free to fully 
engage with the agent, the user can be presented with 
some key opportunities, likely to be keenly of interest, 
where the user can get deeply involved. 

In Transit: If a user is in transit, then the interaction 
between the user and the agent can only be very brief, 
and usually occur through speech or potentially through 
text messaging.  The purpose of the interaction will be 

to expose the user very briefly to opportunities and 
gauge interest. 

Within a location, eyes and hands engaged: If a user is 
deeply engaged in another task but within a single 
location, then slightly more intricate interactions can 
occur, but they should occur with speech input and 
output. 

Within a location, eyes free, hands engaged: If the 
user’s hands are engaged but eyes are free, then 
interaction can include the presentation of material 
through text and images as well, though the user’s 
input will still be by speech. 

Stationary: When the user is stationary and can devote 
full attention to the agent, then the interaction can 
involve both speech and text, and the user can be 
presented with opportunities that afford the opportunity 
to drill down and get formally engaged with the 
opportunities that are of interest.   

Work in Progress 
In our work in progress, we have begun to map out the 
space of user trajectories in two online contexts, 
namely GitHub and Ravelry using time series topic 
models that have been used successfully to map out 
user states in other contexts [4].  We are building on a 
pipeline to support the process of data preprocessing, 
modeling, and development of data driven 
interventions created earlier [5]. 

Open source software projects (see [1] for a recent 
review) are typically hosted on one of several hosting 
sites (such as SourceForge, Savannah, BitBucket, 
LaunchPad and GitHub) that provide software 



 

development tools (such as version control and issue 
trackers) and communication capabilities (such as 
mailing lists, chat, and commenting and annotation).  
The most recent open source environments, including 
GitHub, embrace “social coding” in which social media 
functionality such as following people, and watching 
repositories provides a form of [2] allowing participants 
and observers to see details of identity, content, and 
interactions [8].  These characteristics make GitHub a 
strategic choice for our work. 

Ravelry was launched in 2007 and by now has over 6 
million user accounts, with nearly 50,000 new accounts 
per month in recent months.  It includes tens of 
thousands of discussion groups, on topics mainly 
focused within the fiber arts.  However, there are a 
variety of groups on other topics, including many 
different illness-focused groups.  For example, there 
are over 150 cancer related groups.  Like GitHub, 
Ravelry also has an API that allows us to access the 
data.  Most of the research done on Ravelry so far has 
focused on its business model.  Ravelry is a strategic 
choice for a data source since it houses tens of 
thousands of special interest communities within the 
broader scope of the fiber arts, and typical participants 
are members of ten or more of these, and share a 
common user id in each.  It is common for users to 
remain active for years and to participate weekly or 
even daily in discussions.  Thus, we can get both 
longitudinal data, but also data revealing how users 
adapt to differences in sub-community norms as they 
move between the many communities they are part of.   
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